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Abstract

I assess the effects of nudging policies on saving by examining state auto-IRAs, which
primarily affect low income and high mobility savers and are portable between employers.
I find auto-IRAs to increase average retirement saving rates by 1.35 percentage points
(a 240% increase) without a large corresponding rise in current or future withdrawals,
even after job separation. To capture these findings, I construct a model of retirement
saving under auto-IRAs, enabling agents to dynamically choose between active and passive
saving behaviors. I examine the model’s predictions, confirming a behavioral shift from
active to passive saving. The results suggest that the portability of auto-IRA accounts
between employers strengthens their effect on lifecycle retirement savings accumulation and
that frictional models appropriately capture the effect of auto-IRA enrollment on saving
behavior.
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1 Introduction

Despite extensive research,1 the impact of automatic enrollment on individuals’ retire-

ment savings accumulation—especially around job mobility—remains uncertain, with re-

cent work finding automatic enrollment to have limited effects over the medium-term and

after job separation (Beshears et al., 2022a; Choukhmane, 2024; Beshears et al., 2024).

Automatic enrollment regimes shift employees’ savings choice architecture from opt-in to

opt-out (Thaler and Sustein, 2008), a policy application of behavioral economics. These

regimes especially aim to increase the retirement savings of low-saving individuals. I

examine the automatic enrollment policies implemented by state governments, known as

auto-IRAs, which affect all employees in the state who are not covered by a qualified

employer-sponsored retirement plan (“ESRP”) and are unique in their portability be-

tween employers. Auto-IRA policies automatically enroll employees in contributing to

a state-administered individual retirement account (“IRA”) at a default rate, and poli-

cymakers design auto-IRAs to function as substitutes for automatic enrollment ESRPs

(“auto-ESRPs”) (Chalmers et al., 2021).

Examining automatic enrollment through auto-IRAs provides several advantages. First,

auto-IRA accounts are portable between employers, implying that, unlike auto-ESRPs,

savers under auto-IRA schemes are not induced to withdraw accumulated retirement

savings after job separation (Beshears et al., 2022a). Second, the institutional design

of auto-IRAs is simpler and more standardized than that of auto-ESRPs. In particular,

analyses of auto-IRAs are not complicated by discretionary matching rates,2 between-

employee information spillovers,3 differing tax details and administrative schemes between

ESRPs, vesting schedules, or forced withdrawals.

I analyze the auto-IRA policies of the five earliest adopting states: California, Con-

necticut, Illinois, Maryland, and Oregon. Leveraging administrative linked employee-

employer tax data covering the entire working population of these states, I separately use

difference-in-differences and three-way fixed effects (Andrews, Schank and Upward, 2006)

approaches to assess the programs’ impact. The empirical analysis reveals five findings.

Finding 1: Auto-IRAs increase the retirement saving rates of treated employees by 1.35

percentage points, a 240% increase.

Finding 2: Auto-IRAs elevate the likelihood of individuals contributing to any retirement

account by over 25%, a 325% increase.

Finding 3: Increases in retirement saving dwarf concurrent increases in withdrawals.

Finding 4: Auto-IRAs more drastically affect the saving of low-income individuals.

Finding 5: Even after switching jobs to a non-auto-IRA firm, affected individuals main-

tain the additional retirement savings accumulated under the auto-IRA.

1Madrian and Shea (2001); Choi, Laibson and Madrian (2004); Card and Ransom (2011); Beshears
et al. (2022b); Derby, Mackie and Mortenson (2023); and Friedberg, Leive and Cai (2023)

2Auto-IRAs disallow employer matching rates which auto-ESRPs often feature.
3Auto-ESRPs often only affect newly hired employees, but newly hired employees may communicate

their saving decisions to existing employees, influencing their behavior. Auto-IRAs affect all employees
at a firm simultaneously.
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I build upon the empirical results to develop a two-period theoretical model of retire-

ment saving in the presence of auto-IRAs. This model leverages heterogeneity in income

replacement rates and in the cognitive burden of retirement saving to reflect the passive

saving behavior identified by Chetty et al. (2014) and Friedberg, Leive and Cai (2023)

and capture the empirical findings. Specifically, the model incorporates the findings that

the effect of auto-IRAs on retirement savings accumulation is not eroded by increased

withdrawals (finding 3) and persists even after job separation (finding 5). The theoreti-

cal model then generates the following predictions in response to the introduction of an

auto-IRA program, and an empirical analysis corroborates the model’s predictions.

Prediction 1: An increase in retirement account participation.

Prediction 2: An ambiguous change in the average retirement saving rate among indi-

viduals with positive ex ante retirement saving rates.

Prediction 3: An increase in the bunching of saving at the default rate, with both ex

ante high- and low-savers bunching toward the default rate.

Prediction 4: A shifting of individuals between passive and active saving behaviors, with

empirical analysis showing a 6.6% increase in passive saving behavior, a

15.5% decrease in active behavior, and an 18.3% decrease in the probability

of saving in a retirement account at the statutory maximum.

In total, the findings suggest that affected savers are satisfied with the additional re-

tirement savings they accumulate an under an auto-IRA, choosing to sustain elevated

accounts balances rather than decumulate, even after job separation. They additionally

suggest that at least some individuals exhibiting passive saving behavior are not intrinsi-

cally passive, but instead endogenously choose passive saving given their circumstances,

aligning with hypotheses from Madrian and Shea (2001) and indicating that a frictional

model of saving describes behavior in the auto-IRA setting (Brot-Goldberg et al., 2023).

While auto-IRAs increase the average retirement saving rate, this aggregate effect masks

variation across individuals, with both ex ante high-saving and non-saving individuals

saving at the default rate. I conclude that the impact of automatic enrollment on re-

tirement saving rates, in direction and magnitude, is contingent on the distribution of

status-quo saving rates, suggesting that policymakers should weigh the diverse impacts

on high- and low-savers when implementing automatic enrollment.

This research provides three primary contributions to the literature on retirement saving.

First, it offers an evaluation of retirement saving nudges through an analysis of state

auto-IRA programs. I find that automatic enrollment represents a particularly effective

policy choice for low-earning and high-mobility populations, aligning with the findings of

Choukhmane (2024). In particular, when examining individuals without employer retire-

ment benefits—a characteristic that correlates with low earnings and high job mobility—

I find larger effects of automatic enrollment on retirement savings accumulation than

previous work evaluating auto-ESRPs (e.g., Derby, Mackie and Mortenson (2023) and

Choukhmane (2024)). These effects are especially pronounced relative to control saving

rates and retirement account participation. Additionally, while recent work has found

the effects of automatic enrollment in the ESRP setting to be somewhat reversed after

job separation (Derby, Mackie and Mortenson, 2023; Choukhmane, 2024), I show that,
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in the auto-IRA setting, the retirement savings accumulated under the auto-IRA persist

across job switches. I hypothesize that the portability of auto-IRA accounts between

employers, a feature which auto-ESRPs lack, underlies this persistence.

Second, using unique microdata covering the working population of each state, this study

is the first to assess the direct effect of state auto-IRAs on retirement saving among af-

fected employees. An emerging literature examines auto-IRA programs (Quinby et al.,

2020; Chalmers et al., 2021; Zhong, 2021; Dao, 2022; Bloomfield et al., 2024), studying

various aspects of participation rates, employer responses, and optimal default savings

rates. Due to data constraints, the literature lacks an analysis of the direct nudging

effect of auto-IRA enrollment on retirement saving behavior. I address this gap using

linked employee-employer microdata covering the working population of the early adopt-

ing states, finding auto-IRA enrollment to affect retirement saving substantially.

Third, by integrating theoretical and econometric methods, I add to the literature on

active and passive saving behavior (Chetty et al., 2014; Beshears et al., 2022a; Friedberg,

Leive and Cai, 2023). Recent work has captured automatic enrollment in theoretical

models by leveraging present bias and switching costs. These models predict that, while

automatic enrollment increases retirement savings accumulation initially, this effect will

attenuate over the medium term, and individuals treated by automatic enrollment will

withdraw their excess retirement savings upon job separation (Beshears et al., 2022a;

Derby, Mackie and Mortenson, 2023; Choukhmane, 2024). In the auto-IRA context, I do

not find evidence of these predictions; instead I find that the additional retirement savings

caused by auto-IRA enrollment persist even after job mobility. Therefore, I develop a

theoretical model of rational consumers that captures the auto-IRA treatment effect using

the passive saving behavior identified by Chetty et al. (2014) and Friedberg, Leive and

Cai (2023), and I find empirical evidence for its predictions.

2 Setting and Data

2.1 Institutional Setting

Auto-IRAs shift the saving choice regime from opt-in to an opt-out, enrolling employees

in regular saving in a state-managed IRA at a default rate unless they opt out. These

programs target workers not covered by a qualified ESRP and apply to both new and

existing employees. Savings contributed to an auto-IRA account are automatically de-

posited in an age-congruent target date fund. While mechanically similar to auto-ESRP

policies, auto-IRAs may affect saving behavior differently. This discrepancy stems from

the unique information and engagement landscape that IRA savers navigate compared

to their ESRP counterparts. ESRP savers benefit from the guidance and oversight of

financial custodians, making saving through an ESRP less demanding in knowledge and

effort. Therefore, auto-IRAs, by automating the IRA saving process, potentially repre-

sent a larger retirement saving nudge than that of auto-ESRPs. Additionally, auto-IRA

accounts are perfectly portable between employers, and auto-IRA accounts remain open

even after job separation. Conversely, job separation from an ESRP-providing employer
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often generates an automatic rollover from the ESRP account to a more liquid IRA, which

must be facilitated by the job-separating employee, or a forced withdrawal.

Crucially, the decision to participate in an auto-IRA lies with the employers. Despite

a firm size threshold in most states mandating participation, the absence of enforced

penalties during the analysis period means compliance is essentially voluntary.4 Smaller

firms can opt into the program at their discretion, and larger firms may opt out of the

program at any time. This behavior, coupled with the lack of enforcement, suggests that

firm size is an unreliable predictor of program participation. Consequently, I exclude

estimators that leverage firm size variation, such as regression discontinuity methods,

from the analysis.

2.2 Administrative Tax Data

The baseline data, built using administrative tax data from the population of tax returns,

cover all working individuals in California, Connecticut, Illinois, Maryland, and Oregon

from 2014–2022. These data include detailed earnings, employment, and tax-related

micro-data, though they offer limited demographic or non-retirement financial informa-

tion. By linking the data using taxpayer identification numbers (“TINs”) and employer

identification numbers (“EINs”), I integrate wage information from W-2 filings; retire-

ment plan specifics from 5500 filings; IRA contributions, valuations, and tax designations

from 5498 filings; and IRA distributions from 1099-R filings. I acquire form 5500 filings

through the U.S. Department of Labor and form W-2, 5498, and 1099-R filings from the

population of tax returns. Additional demographic details are incorporated using TIN-

based links to the Social Security Administration, and firm characteristics are derived

from entity-level tax filings via EINs. All data are inflation-adjusted to 2022 dollars. I

restrict the analysis to only employees between 20 and 59 years of age, earning more than

$5,000 in 2022 dollars, who work for a single firm in a year, and who do not have access

to a qualified ESRP through their employer. Typically, IRAs are the only retirement

account to which individuals in the data have access, meaning that IRA saving captures

total retirement saving for these individuals.

To identify firms enrolled in an auto-IRA, I collect information return filings (Forms 5498

and 1099-R) related to state auto-IRA programs. These returns may be filed by one or

more of the multiple trustees administering the programs in each state on behalf of par-

ticipants, or possibly by the state government offices overseeing the programs. To ensure

compliance with disclosure regulations, all statistics presented in this paper aggregate

data from multiple auto-IRA trustees or state government offices, along with financial

activity from many trustees unaffiliated with their state’s auto-IRA. Additionally, I ran-

domly exclude at least one trustee from each statistic presented in the paper.

4e.g., “Oregon’s State-Mandated Retirement Program Hasn’t Seen a Smooth Rollout”, Lillian
Karabaic, 08-05-2023, Oregon Public Broadcasting.
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3 Empirical Analysis

3.1 Research Design

Consider the implementation of a state auto-IRA program affecting only a small number

of firms, enabling analysis through derivatives. Then the expression in Eq. 1 decomposes

the total effect on all retirement saving—the sum of employee ESRP and IRA savings

and employer ESRP contributions—into direct and indirect channels.

𝑑 Retirement Saving

𝑑 Auto-IRA Program⏟  ⏞  
Total Effect

=
𝜕 Retirement Saving

𝜕 Auto-IRA Take-up⏟  ⏞  
Nudging Effect

* 𝜕 Auto-IRA Take-up

𝜕 Auto-IRA Program⏟  ⏞  
Take-up⏟  ⏞  

Direct Channel

+ (1)

𝜕 Retirement Saving

𝜕 ESRP Take-up
* 𝜕 ESRP Take-up

𝜕 Auto-IRA Program
+ . . .⏟  ⏞  

Indirect Channels

The direct channel encompasses both firms’ adoption of their state’s auto-IRA program

and the nudging effect of auto-IRAs on saving behavior, while the indirect channel may

involve a variety of indirect effects. While Quinby et al. (2020) and Chalmers et al.

(2021) examine auto-IRA take-up, and Bloomfield et al. (2023, 2024) identifies an indirect

effect—showing that the administrative requirements of auto-IRA programs lead firms

to establish their own ESRPs, affecting the retirement saving of employees—the nudging

effect of auto-IRA implementation remains less well understood. To estimate this nudging

effect, I use two research designs: (1) a between-firm event study using variation in auto-

IRA adoption across firms; and (2) a three-way fixed effects model using job mobility to

estimate key parameters. Given the identifying assumptions, each procedure recovers the

nudging effect of auto-IRA enrollment described in Eq. 1.

3.1.1 Between-Firm Event Study

In Eq. 2, I estimate a difference-in-differences empirical model exploiting variation in

treatment adoption between firms in the five earliest adopting states of auto-IRAs.

Model 1: 𝑦𝑖,𝑡 = 𝑇𝐽(𝑖,𝑡),𝑡𝜆1 + 𝜓𝐽(𝑖,𝑡),1 + 𝛿𝑡,1 + 𝐴𝑖,𝑡𝜋1 + 𝑤𝑖,𝑡𝛽1 + 𝜀𝑖,𝑡 (2)

Here, 𝑦𝑖,𝑡 represents one of several outcomes: an indicator for an employee contributing

to an IRA, their saving rate to an IRA (measured as a percent of wages), their gross

contributions to an IRA, their withdrawal rate from an IRA, or their gross withdrawals

from an IRA. 𝑇𝐽(𝑖,𝑡),𝑡 is a binary treatment variable that indicates whether the employee

works for a firm which enrolls in their state’s auto-IRA program, 𝜓𝐽(𝑖,𝑡),1 represents firm

fixed effects, and 𝛿𝑡,1 represents year fixed effects. 𝐴𝑖,𝑡𝜋1 accounts for an everywhere

non-linear age profile and 𝑤𝑖,𝑡𝛽1 for wage earnings. An interpretation of 𝜆1 as an average

treatment effect on the treated (“ATT”) requires a parallel trends assumption—that the

difference between the potential outcomes of treated and untreated units is constant over
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time. In particular, parallel trends encompasses a weak assumption on job mobility that

the difference in average worker composition between treated and non-treated firms is

constant over time. However, as explored in appendix C.2, an examination of retirement

saving trends questions the validity of this weak assumption on job mobility.

3.1.2 Three-Way Fixed Effects

In Eq. 3, I estimate the following three-way fixed effects model, which is inspired by the

canonical framework of Abowd, Kramarz and Margolis (1999) and has proven a successful

empirical methodology for understanding firm-specific impacts on wage determination

(Card, Heining and Kline, 2013; Song et al., 2019). I extend this canonical model to an

analysis exploring the effects of auto-IRA treatment on retirement saving.

Model 2: 𝑦𝑖,𝑡 = 𝑇𝐽(𝑖,𝑡),𝑡𝜆2 + 𝜃𝑖,2 + 𝜓𝐽(𝑖,𝑡),2 + 𝛿𝑡,2 + 𝐴𝑖,𝑡𝜋2 + 𝑤𝑖,𝑡𝛽2 + 𝜀𝑖,𝑡,2 (3)

In Eq. 3, I define 𝑦𝑖,𝑡, 𝑇𝐽(𝑖,𝑡),𝑡, 𝐴𝑖,𝑡𝜋2, and 𝑤𝑖,𝑡𝛽2 as above. 𝜃𝑖,2 accounts for individual

fixed effects, 𝜓𝐽(𝑖,𝑡),2 for firm fixed effects, and 𝛿𝑡,2 for year fixed effects. The model cap-

tures the two avenues of treatment selection endogeneity—firms endogenously adopting

treatment and employees endogenously selecting their employer—through individual and

firm fixed effects. Interpreting 𝜆2 as an ATT requires an assumption that the potential

outcomes are orthogonal to treatment status conditional on covariates (Imbens, 2004). In

this context, this assumption encompasses two subordinate assumptions: (1) conditional

random mobility—that job mobility concerning retirement saving is random given covari-

ates; and (2) conditional parallel trends—that, given covariates, the difference between

the potential outcomes of treated and untreated units is constant over time. The condi-

tional random mobility assumption represents a stronger assumption on the structure of

job mobility than that applied for the between-firm event study (Eq. 2). In exchange,

controlling for firms’ year-specific workforce composition allows the key identifying as-

sumption on the three-way fixed effects model—conditional parallel trends—to possess a

stronger argument for plausibility (see appendix C.2).

3.2 Empirical Results

In this section, I present empirical evidence demonstrating the effect of enrollment in

an auto-IRA on retirement savings accumulation. Collectively, the evidence indicates a

positive impact of the auto-IRAs on treated individuals’ retirement saving and participa-

tion in retirement accounts, with minimal evidence of dilution due to contemporaneous

or future withdrawals. For all estimates, standard errors are clustered at the firm-state

level.

3.2.1 Baseline Results

Table 1 showcases the baseline findings. In table 1, I reject the null hypothesis that

the estimates equal zero at a 99% confidence level for all coefficients. The first set of
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Table 1: Treatment Effect of Auto-IRA Implementation on Retirement Savings Rates

Savings Rate Withdrawal Rate 1 {Saving} Gross Saving Gross Withdrawals

(1) (2) (3) (4) (5)
Between-Firm DiD:

Treated 0.0136*** 0.0045*** 0.2517*** 460.31*** 97.36***

(0.0007) (0.0006) (0.0120) (23.14) (15.37)

ln(wages) -0.0031*** 0.0152*** 0.0248*** 166.46*** 74.78***

(0.0002) (0.0014) (0.0006) (4.61) (17.93)

sd(FFE) 0.0052 0.0180 0.0525 298.83 640.45

Three-Way FE:

Treated 0.0135*** 0.0016*** 0.2539*** 527.43*** 86.79***

(0.0005) (0.0005) (0.0095) (18.97) (16.11)

ln(wages) -0.0059*** -0.0365*** 0.0053*** 39.994*** -472.99***

(0.0003) 0.0040 (0.0004) (2.43) (42.78)

sd(IFE) 0.0284 0.1938 0.2036 1,208.48 6,233.75

sd(FFE) 0.0072 0.0528 0.0407 224.18 1,268.92

Mean Control 0.0042 0.0072 0.0597 293.72 295.83

sd(Outcome) 0.0322 0.2064 0.2396 1,451.42 7,268.102

Obs. 67,751,581 67,751,581 67,751,581 67,751,581 67,751,581

Firms 281,504 281,504 281,504 281,504 281,504

Movers/Firm 49.67 49.67 49.67 49.67 49.67

Notes: The first set of results, under “between-firm DiD,” correspond to model 1 (Eq. 2). I report 𝜆1 for each outcome

variable, the effect of auto-IRA treatment on retirement saving behavior. The second set of results, under “three-way

FE,” correspond to model 2 (Eq. 3). I report 𝜆2 for each outcome variable, the effect of auto-IRA treatment on

retirement saving behavior. I additionally report the standard deviation of the individual fixed effects, sd(IFE), and the

standard deviation of the firm fixed effects sd(FFE). In the three-way fixed effects model, these terms represent AKM

coefficients to saving (Abowd, Kramarz and Margolis, 1999). Coefficients marked with *** are significant at a 99%

confidence level. Standard errors in parentheses.

results relate to the between-firm event study (Eq. 2) and the second set of results, the

three-way fixed effects model (Eq. 3). The estimates suggest that auto-IRA enrollment

elevates treated individuals’ retirement saving rates by more than 1.35 percentage points

(a 220% increase), retirement withdrawal rates by 0.16 percentage points (a 63% increase),

the likelihood that an individual contributes to any retirement account by more than

25 percentage points (a 320% increase), gross retirement saving by $460-$530 (an 80%

increase), and gross retirement withdrawals by $86-$100 (a 30% increase). While the 1.35

percentage point increase in retirement saving from auto-IRA treatment calculated here

is comparable in magnitude to estimates observed in auto-ESRP studies (e.g., Derby,

Mackie and Mortenson (2023) and Choukhmane (2024)), it is larger when expressed

relative to initial saving rates.5

In addition to changes in average saving rates, a key result in the automatic enrollment

5The disparity in average treatment effects relative to initial saving rates between my findings and
those of Derby, Mackie and Mortenson (2023) and Choukhmane (2024) at least partly arise from auto-
IRAs affecting a population with lower baseline propensities to save.
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literature shows that automatic enrollment increases retirement account participation

dramatically (Madrian and Shea, 2001; Derby, Mackie and Mortenson, 2023). In the

data, only 5.97% of individuals not treated by their state’s auto-IRA program contribute

to an IRA. I estimate that auto-IRA enrollment increases the probability of retirement

account participation by 25 percentage points, more than tripling the baseline contri-

bution probabilities. Finally, I observe only small increases in IRA withdrawals upon

encountering auto-IRA enrollment. These increased withdrawals do not erode the ma-

jority of the auto-IRA treatment effect, a result which is potentially not generalizable to

high propensity to save populations and which does not account for withdrawals from

taxable accounts. As discussed in appendix A.3, Roth IRAs, the primary tax designation

of auto-IRA accounts, are highly liquid, implying that few barriers to retirement account

withdrawals with respect to consumption exist, directionally indicating that savers are

satisfied with the retirement saving induced by state auto-IRAs.

3.2.2 Heterogeneity by Income and Post-Treatment Withdrawals

Recent literature examining automatic enrollment in firm ESRPs has yielded two impor-

tant facts: that automatic enrollment more substantially affects low income employees

and that the additional retirement contributions generated by automatic enrollment are

eroded by withdrawals after job separation from the automatic enrolling firm (Derby,

Mackie and Mortenson, 2023; Choukhmane, 2024). To examine these two facts, I use the

following two augmented constructions of the three-way fixed effects model.

Model 3: 𝑦𝑖,𝑡 = 𝑇 𝑙
𝐽(𝑖,𝑡),𝑡𝜆

𝑙
3 + 𝑇 ℎ

𝐽(𝑖,𝑡),𝑡𝜆
ℎ
3 + 𝜃𝑖,3 + 𝜓𝐽(𝑖,𝑡),3 + 𝛿𝑡,3 + 𝐴𝑖,𝑡𝜋3 + 𝑤𝑖,𝑡𝛽3 + 𝜀𝑖,𝑡,3 (4)

Model 4: 𝑦𝑖,𝑡 = 𝑇𝐽(𝑖,𝑡),𝑡𝜆4 + 𝑃𝑖,𝑡𝜉4 + 𝜃𝑖,4 + 𝜓𝐽(𝑖,𝑡),4 + 𝛿𝑡,4 + 𝐴𝑖,𝑡𝜋4 + 𝑤𝑖,𝑡𝛽4 + 𝜀𝑖,𝑡,4 (5)

In model 3 (Eq. 4), I divide the treatment effect from model 2 (Eq. 3) into two compo-

nents, 𝜆𝑙3 and 𝜆ℎ3 , which represent the auto-IRA treatment effects for individuals earning

less than or greater than $100,000 respectively. In model 4 (Eq. 5), I include a new treat-

ment indicator variable, 𝑃𝑖,𝑡, which equals one if an individual was previously treated by

their state’s auto-IRA program but is not contemporaneously treated and zero otherwise.

Then, the parameter 𝜉4 captures the effect of previous auto-IRA enrollment on current

retirement saving behavior. Models of present biased consumers (Carroll et al., 2009;

Beshears et al., 2022a) or which use switching costs (Choukhmane, 2024) predict that

𝜉4 will be negative for IRA saving, positive for IRA withdrawals, and negative for net

retirement saving.

Table 2 presents these results using the baseline data. In the first set of results, under

“heterogeneity by income” and corresponding to model 3 (Eq. 4), I find that individuals

in the low income category tend to be more impacted by auto-IRA enrollment than

those in the high income category. For example, I estimate that auto-IRA enrollment

increases retirement saving rates for low income employees by 1.46 percentage points and

retirement account participation by 27.08 percentage points. The analogous statistics for

high income individuals are 0.38 and 9.53 percentage points respectively. These findings

align with the results of Choukhmane (2024) with respect to automatic enrollment in firm
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Table 2: Treatment Effect Heterogeneity by Earnings and Post-Treatment Saving

Saving Rate Withdrawal Rate 1 {Saving} Gross Saving Gross Withdrawals

(1) (2) (3) (4) (5)
Heterogeneity by Income:

Treated, Low Income 0.0146*** 0.0015*** 0.2708*** 530.19*** 66.25***

(0.0005) (0.0006) (0.0079) (14.17) (14.04)

Treated, High Income 0.0038*** 0.0020 0.0953*** 504.88*** 276.69***

(0.0007) (0.0017) (0.0162) (84.37) (91.40)

Post-Treatment Saving:

Treated 0.0136*** 0.0017*** 0.2552*** 531.24*** 89.40***

(0.0005) (0.0006) (0.0096) (19.19) (16.39)

Post Treatment 0.0046*** 0.0042*** 0.0550*** 164.23*** 140.77*

(0.0005) (0.0033) (0.0084) (23.46) (79.79)

Mean Control 0.0042 0.0072 0.0597 293.72 295.83

sd(Outcome) 0.0322 0.2064 0.2396 1,451.42 7,268.102

Obs. 67,751,581 67,751,581 67,751,581 67,751,581 67,751,581

Firms 281,504 281,504 281,504 281,504 281,504

Movers/Firm 49.67 49.67 49.67 49.67 49.67

Notes: The first row provides information on the outcome variable of each model. The first set of results, under

“heterogeneity by income,” correspond to model 3 (Eq. 4). I report 𝜆𝑙
3 and 𝜆ℎ

3 for each outcome variable, the separate

treatment effects of auto-IRA enrollment on retirement saving behavior for individuals earning below and above $100,000

respectively. The second set of results, under “post-treatment saving,” correspond to model 4 (Eq. 5). I report 𝜆4 and 𝜉4

for each outcome variable, the effect of current auto-IRA treatment on contemporaneous retirement saving behavior and

the effect of past auto-IRA treatment on contemporaneous retirement saving behavior respectively. Coefficients marked

with * are significant at a 90% confidence level, ** at a 95% confidence level, and *** at a 99% confidence level. Standard

errors in parentheses.

ESRPs. The one exception to this pattern occurs with retirement account withdrawals,

where high income individuals respond to auto-IRA treatment with greater increases

in their withdrawals than low income individuals. This is consistent with high-income

employees optimizing their retirement saving behavior more frequently.

In the second set of results, under “post-treatment saving” and corresponding to model

4 (Eq. 5), I find that past auto-IRA treatment changes the contemporaneous saving

behavior of affected individuals. In particular, individuals tend to save more, withdraw

more, and participate in retirement accounts at higher rates after switching from a firm

enrolled in their state’s auto-IRA program to a non-enrolled firm. For example, I estimate

that past auto-IRA treatment increases contemporaneous retirement saving rates by 0.46

percentage points on average and contemporaneous retirement withdrawal rates by 0.42

percentage points on average, a near-zero change in net saving rates. I hypothesize that

the perfect portability of auto-IRA accounts between employers, a feature which ESRP

accounts lack, generates this near-zero effect on net saving rates.

In total, these empirical findings do not comport with the predictions generated by mod-

els which capture the automatic enrollment effect through present bias or switching costs

(Carroll et al., 2009; Beshears et al., 2022a; Choukhmane, 2024). In particular, models
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which use present bias or switching costs predict that, after job separation, previously

treated individuals will withdraw the excess savings they accumulated under the auto-

IRA, lowering saving rates and elevating withdrawal rates. Instead I observe that the

additional retirement contributions induced by auto-IRA enrollment are preserved across

at least one job switch.6 These findings are more consistent with individuals previ-

ously treated by auto-IRAs being more connected to tax advantaged retirement saving—

increasing their saving and withdrawal activity by approximately equal amounts—than

with these individuals decumulating their retirement account balances after job sepa-

ration. Additionally, these findings indicate that individuals previously treated by an

auto-IRA are ex post satisfied with the additional saving induced by auto-IRAs.

4 Active vs. Passive Saving

To link the findings with active and passive saving behaviors, I develop a theoretical model

that aligns with the empirical observations and forecasts the outcomes of introducing a

state auto-IRA program. Unlike similar frameworks built to capture a temporary effect

of automatic enrollment in a firm’s ESRP on retirement savings accumulation (Beshears

et al., 2022a; Choukhmane, 2024), this model will aim to capture a persistent effect of

auto-IRAs on saving. Building upon the two- and three-period models of Gale and Scholz

(1994) and Chetty et al. (2014) and the framework of Friedberg, Leive and Cai (2023), the

model permits an analysis of saving behavior broadly without explicit observation of non-

retirement saving and offers a parsimonious framework that explains the effect of auto-

IRAs on saving. As originally formulated, the model focuses on lifecycle saving, but may

be easily extended to explore extensions that motivate precautionary saving (Gourinchas

and Parker, 2002) in response to liquidity shocks as an additional explanation for the

savings responses to auto-IRA policies.

4.1 Theoretical Model

I consider a model with a unit mass of agents, numbered 𝑖 ∈ [0, 1], and a government

entity. Each agent lives for two periods, earning 𝑌𝑖,1 after tax in period 1 and 𝑌𝑖,2 after tax

in period 2, a retirement period. For analytical simplicity, I normalize all model variables

against first period income, setting 𝜎𝑖 = 𝑌𝑖,2/𝑌𝑖,1 as agent 𝑖’s income replacement rate

in retirement. In the first period, agents choose between saving and consuming their

earnings, whereas in the latter period, they exclusively consume with no bequest motive.

They have the option to save in either of two risk-free vehicles: a Roth-like tax-free

retirement account or a taxable savings account.7 The taxable account yields a net-of-

tax interest rate, 𝑟 > 0, while the retirement account benefits from a higher rate, 𝑟 + 𝜌,

due to favorable tax treatment. I presume the higher return of the Roth account to be

6Here, I do not include jobless stints which last at least an entire calendar year, reasoning that
incentives to withdraw retirement assets during these long jobless stints do not necessarily reflect present
biased preferences.

7I model each account as equally liquid due to the near-perfect liquidity of Roth accounts (see appendix
A.3).
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financed by taxing future cohorts or external agents. Agents are fully informed about 𝑟

and 𝜌.

Define 𝑥𝑖 as the savings rate of agent 𝑖 to the tax-free retirement account, and 𝑠𝑖 as their

savings rate to the taxable account. Agent 𝑖 is subject to the following budget constraints

in each period.

𝑐𝑖,1 (𝑥𝑖, 𝑠𝑖) = 1− 𝑥𝑖 − 𝑠𝑖 (6)

𝑐𝑖,2 (𝑥𝑖, 𝑠𝑖) = 𝜎𝑖 + (1 + 𝑟 + 𝜌)𝑥𝑖 + (1 + 𝑟)𝑠𝑖

𝑥𝑖 ∈ [0, 𝑥̄] 𝑠𝑖 ≥ 0

Here, 𝑐𝑖,1 and 𝑐𝑖,2 represent consumption levels in the first and second periods, respectively.

Without an auto-IRA program in place, if agent 𝑖 makes any contribution to the tax-free

retirement account, they incur a disutility of 𝜙𝑖 units, which accounts for the agent-specific

cognitive and information costs related to initiating a retirement account, adjusting saving

rates, managing assets without government oversight, and understanding the liquidity

properties of Roth accounts. However, if the government sets a default saving rate, 𝑔,

saving at this rate diminishes the disutility associated with non-zero retirement saving

at the default rate by a factor of 𝛿 ∈ (0, 1), while non-saving reduces the disutility

by a factor of 𝛾 ∈ (0, 1). Here, I model the disutility structure of active saving so

that a proportion, (1 − 𝛾)𝜙𝑖, relates to the attention costs of actively changing one’s

retirement savings rate, and a proportion, (1 − 𝛿)𝜙𝑖, relates to costs of non-zero saving

not eliminated by following default rates. Unlike other models that assign a switching

cost to deviating from the previous period’s saving rate (Choukmane and de Silva, 2024),

this approach acknowledges that automatic enrollment can provide an ongoing benefit to

savers and that non-saving entails lower information costs than active, non-zero saving,

even with a positive default rate implemented. These modeling decisions are motivated

by the prevalence of many non-savers in the population I study and the absence of large

increases in withdrawals following auto-IRA enrollment (table 2).

Assume that 𝑢(𝑐) is continuous and differentiable for all 𝑐 ≥ 0 with the constant relative

risk aversion (“CRRA”) property and that 𝛽 ∈ (0, 1) represents the homogeneous discount

factor for all agents. The optimization problem for agent 𝑖 is as follows.

max
𝑐𝑖,1,𝑐𝑖,2

{︃
𝑐1−𝜂
𝑖,1

1− 𝜂
+ 𝛽E1

[︃
𝑐1−𝜂
𝑖,2

1− 𝜂

]︃
− 𝜙𝑖 max

{︂
1−

(︀
𝛾1 {𝑥𝑖 = 0}+ 𝛿1 {𝑥𝑖 = 𝑔}

)︀
, 0

}︂}︃
(7)

subject to 𝑐𝑖,1 = 1− 𝑥𝑖 − 𝑠𝑖

𝑐𝑖,2 = 𝜎𝑖 + (1 + 𝑟 + 𝜌)𝑥𝑖 + (1 + 𝑟)𝑠𝑖

𝑥𝑖 ∈ [0, 𝑥̄] 𝑠𝑖 ≥ 0

A government policy in the model is given by a default rate, 𝑔. When an auto-IRA

program is introduced, 𝑔 is set to the program’s default rate; otherwise, 𝑔 is zero. In this

context, I consider agents to be active savers if their chosen saving allocation, {𝑠𝑖, 𝑥𝑖},
reflects what they would choose optimally in the absence of the fixed cost captured by 𝜙𝑖.

I categorize all others as passive savers. This model delineates four distinct saving regions:

(1) a non-saving region, (2) a passive saving region with adherence to the default rate, (3)
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an active-low saving region with retirement saving below the statutory maximum, and (4)

an active-high saving region with retirement saving at the statutory maximum. Before

and after the auto-IRA program’s introduction, non-savers may be either actively or

passively non-saving, an unobservable distinction. However, active non-savers are unable

to transition to passive non-saving behaviors (or vice versa) after auto-IRA enrollment,

rendering this distinction moot for the analysis. Figure 1 illustrates the demarcation

between active, passive, and non-savers in (E1[𝜎𝑖], 𝜙𝑖) space both with (panel 1a) and

without (panel 1b) an auto-IRA program. Here, agents’ preference for adjusting their

retirement behavior and their expected income replacement rate in retirement drive their

saving decisions. This heterogeneity generates the active and passive saver framework

developed by Chetty et al. (2014) and the four regions of saving behavior explored by

Friedberg, Leive and Cai (2023).

This figure shows that the introduction of an auto-IRA both makes non-saving more

costly and non-zero saving less costly so long as the saver follows the default rate, 𝑔.

Consequently, this framework predicts several outcomes following the launch of a state

auto-IRA program: (1) an increase in retirement account participation; (2) an indeter-

minate effect on the average retirement contribution rate on the intensive margin; (3) an

alignment of retirement savings rates with the default rate; and (4) a shifting of agents

between active and passive saving behavior.

4.2 Empirical Evaluation of Theoretical Model

4.2.1 Default Rate Alignment

Figure 2 showcases density estimates of the observed saving rates of individuals in the

data. I separately present density estimates which exclude (panel 2a) and include (panel

2b) the non-savers. In panel 2a, I include density estimates for individuals currently

treated (in blue), previously treated (in green) by, soon-to-be treated (in dark gray), and

never treated (in light gray) by their state’s auto-IRA. Additionally, I normalize contri-

bution rates relative to the default rate so that a contribution rate of zero corresponds

to exactly following the default rate. In panel 2b, I include density estimates for indi-

viduals currently treated (in red), soon-to-be treated (in dark gray), and never treated

(in light gray) by their state’s auto-IRA. Because some default rates are unique to some

state’s program, I only include individuals facing a 5% default rate, a common default

rate across many trustees, to avoid disclosing sensitive taxpayer information from any

individual state.

The results in panel 2a exhibit substantial bunching near the default rate for currently

treated individuals alone. Meanwhile, non-treated individuals—whether they are previ-

ously treated, soon-to-be treated, or never treated—exhibit no evidence of bunching near

the default rate. This panel also evidences intensive margin bunching toward the default

rate from both the left and right. That is, both ex ante low-saving and high-saving

individuals tend to bunch toward the default rate. The results in panel 2b also exhibit

substantial bunching near the default rate and show that the majority of individuals who

move toward the default rate functioned as non-savers before auto-IRA enrollment.
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Figure 1: Model Regions With and Without an Auto-IRA Program

(a) No Auto-IRA Program

(b) With Auto-IRA Program

Notes: The above figures presents (1) the non-saving region in blue, (2) the passive-high saving region in yellow, (3) the
active-low saving region in green, and (4) the active-high saving region in purple. I select a reasonable parameterization on
the model. The upper envelop of the black lines in panel 1a represents the active-passive boundary with 𝑔 = 0 being the
government’s policy, and the upper envelop between the black lines lines in panel 1b represents the active-passive boundary
with 𝑔 = 0.06 being the government’s policy. I select 𝑔 = 0.06 since that is the most common automatic contribution rate
in the data. Following the introduction of an auto-IRA program, the model predicts that (1) many non-savers will switch
to passive-high saving (as evidenced by the emergence of the yellow region, and (2) that many active savers will switch to
passive saving (as evidenced by the active-passive boundary dropping below the 0.15 intercept).
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Figure 2: Alignment of Observed Saving Behavior with Default Rate
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Notes: Figure displays the estimated densities of auto-IRA contribution rates for various groups. In the each panel, the
dashed series in gray represent control groups, with the dark gray series being soon-to-be treated individuals and the
light gray series being never treated individuals. In panel 2a, the series in blue represents individuals currently treated
by their state’s auto-IRA, and the series in green represents individuals previously treated by a state auto-IRA. In panel
2b, the series in red represents individuals currently treated by their state’s auto-IRA. I employ a Gaussian kernel with a
bandwidth of 0.15 is used to calculate all density estimates. All densities estimates are conditional on individuals having
non-zero retirement contributions in that year.
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4.2.2 Passive Saving Behavior

Here, I estimate auto-IRAs’ effect on active and passive saving behavior. In practice, this

amounts to tracking if individuals switch from active to passive behavior or vice versa

after auto-IRA enrollment. As described in section 4.1, I define an active saver as an

individual whose chosen saving allocation reflects that which they would choose optimally

in the absence of the fixed cost captured by 𝜙𝑖. I define all other individuals as passive

savers. Define 𝑥*𝑖 as individual 𝑖’s optimal saving rate in the tax-free retirement account

under the active saver regime and recall that 𝑥𝑖 is individual 𝑖’s realized retirement saving

rate after they select active or passive saving behavior. Then individual 𝑖 is an active

saver if 𝑥𝑖 = 𝑥*𝑖 and passive otherwise. Importantly, there exists a mass of individuals

which feature an unconstrained saving allocation under an active saving scheme, 𝑥*𝑖 ,

equal to the corner solution, zero. Active savers with both 𝑥*𝑖 and 𝑥𝑖 equal to zero will

be indistinguishable from passive savers with 𝑥*𝑖 not equal to zero and 𝑥𝑖 equal to zero.

Because 𝑥*𝑖 is unobservable, I cannot measure shifts between active and passive behavior

directly for some savers. I may approximate these shifts by, in the language of figure 1,

defining an individual as a passive saver if they locate in region 1, with a saving rate equal

to zero, or region 2, where they follow the default rate set by their state’s auto-IRA. I

define all other savers as active. This specification mislabels some active non-savers as

passive but captures all shifts between active and passive saving behavior after auto-

IRA enrollment except shifts where active non-savers (𝑥*𝑖 = 0 and 𝑥𝑖 = 0) shift from

active non-saving to passive saving at the default rate after auto-IRA enrollment. It is

likely that this group of individuals—savers who switch from active non-saving to passive

default rate saving—is small relative to overall movement between active and passive

saving behaviors. Nevertheless, not observing these kind of active-passive movements

implies that the estimates will represent a lower bound on the extent to which auto-IRA

enrollment shifts saving behavior from active to passive.

I estimate the three-way fixed effects model (Eq. 3), substituting the above indicator for

passive saving behavior in for the outcome variable. I additionally substitute indicators

for individual 𝑖 locating in each of the four regions of saving behavior displayed in fig-

ure 1 as the outcome variable in separate regressions.8 I estimate these models using a

restricted representation of the data which removes from analysis individuals not con-

tinuously employed by their firm or in their first year of auto-IRA treatment. Table 3

displays these results.

I find that auto-IRA enrollment increases passive saving behavior by at least 4.64 percent-

age points (a 6.6% increase). As predicted by the theoretical model, auto-IRA enrollment

increases passive saving behavior by diminishing the probability of individuals locating in

region 1, the non-saving region, by 12.43 percentage points (a 17.8% decrease), allowing

individuals to select non-zero saving at the default rate while maintaining their passive

status. Auto-IRA enrollment also decreases the probability that an individual locates in

region 3, the active-low saving region where individuals do not save at the statutory max-

imum, by 4.08 percentage points (a 15.1% decrease) and decreases the probability that

8Those being region 1, the non-saving region; region 2, the default rate saving region; region 3, the
active-low saving region; and region 4, the active-high saving region.
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Table 3: Treatment Effect of Auto-IRA Enrollment on Passive Saving Behavior

Passive Regions Active Regions

Pr(Passive) Pr(Region 1) Pr(Region 2) Pr(Region 3) Pr(Region 4)

(Non-Savers) (Default Savers) (Active-Low) (Active-Maxer)

Treated 0.0464*** -0.1243*** 0.1726*** -0.0408*** -0.0055***

(0.0076) (0.0134) (0.0070) (0.0075) (0.0007)

Mean Control 0.6993 0.6993 0 0.2706 0.0300

sd(Outcome) 0.4585 0.4585 0 0.4443 0.1706

Obs. 45,350,945 45,350,945 45,350,945 45,350,945 45,350,945

Firms 244,079 244,079 244,079 244,079 244,079

Movers/Firm 17.39 17.39 17.39 17.39 17.39

Notes: The header provides information on the outcome variable of each model. Results under “passive” correspond to a

model whose outcome is an indicator for passive saving behavior; results under “region 1” correspond to a model whose

outcome is an indicator for locating in region 1 (defined in figure 1) and not saving using retirement accounts; results

under “region 2” correspond to a model whose outcome is an indicator for locating in region 2 (defined in figure 1) and

following the default rate set by a state auto-IRA; results under “region 3” correspond to a model whose outcome is an

indicator for locating in region 3 (defined in figure 1) and following active-low saving behavior with saving below the

statutory maximum; and results under “region 4” correspond to a model whose outcome is an indicator for locating in

region 4 (defined in figure 1) and following active-high saving behavior with saving at the statutory maximum. I report

average treatment effects on the treated for each model in the row marked with “treated”.

an individual locates in region 4, the active-high saving regions where individuals save at

the statutory maximum, by 0.55 percentage points (an 18.3% decrease). These results

corroborate the predictions of the theoretical model and additionally evidence both low-

and high-saving individuals shifting their saving behavior toward the default rate, with

both ex ante non-savers and retirement account maximizers adopting default rate sav-

ing behavior. Additionally, because passivity increases after auto-IRA enrollment, they

suggest that individuals choose active or passive saving behavior based on their circum-

stances, indicating that a frictional model, like the one specified in section 4.1, describes

saving behavior.

5 Conclusion

I find auto-IRA enrollment to have a large effect on saving behavior, increasing retirement

saving rates and retirement account participation, while causing only small correspond-

ing increases in retirement account withdrawals. Moreover, even after job separation and

exiting auto-IRA treatment, previously treated individuals maintain the retirement ac-

count balances they accumulated during treatment, a fact which I hypothesize arises from

the between-firm portability of, and especially the absence of forced withdrawals from,

auto-IRA accounts. In total, the results suggest that affected savers are ex post satisfied

with the changes to their saving behavior induced by auto-IRAs, and these changes are

larger for low income and low saving employees.
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The large average effect disguises heterogeneous treatment effects by ex ante saving rates.

Particularly, auto-IRAs nudge both low and high savers toward the default rate. The

large average effect which I estimate arises from auto-IRAs being applied primarily to

non-saving populations. I conclude that the impact of automatic enrollment on retire-

ment saving rates—both in direction and magnitude—is contingent on the distribution of

status-quo saving rates, suggesting that policymakers and firms should weigh the diverse

impacts on low- and high-savers when implementing automatic enrollment schemes.

Because individuals previously affected by state auto-IRAs maintain the larger retirement

account balances accumulated during auto-IRA treatment on average, I model the effect of

auto-IRAs on saving through a fixed utility cost representing a cognitive or information-

related burden to managing one’s own retirement savings that automatic enrollment

mitigates. This approach diverges from models of present bias (Beshears et al., 2022a) or

switching costs (Choukhmane, 2024), which capture empirical facts unique to automatic

enrollment in employer-sponsored retirement plans. I find empirical evidence which aligns

with the predictions of the theoretical model, including substantial alignment of observed

saving behavior with the default rate and a shifting of saving behaviors from active to

passive. I conclude that, within the class of frictional models, rational models best

capture the effect on auto-IRA enrollment on saving behavior. Finally, the shift of saving

behaviors from active to passive after auto-IRA enrollment suggests that at least some

passive savers are not intrinsically passive, but instead endogenously choose passive saving

given their circumstances, as hypothesized by Madrian and Shea (2001). Future work

should disentangle this active-passive decision, estimating the magnitude of the utility

costs which rationalize observed behavior and the optimal default rate.
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Appendix A Additional Background Details

A.1 Institutional Details of State Auto-IRA Programs

State auto-IRA programs function by mandating employers to facilitate automatic de-

ductions from their employees’ pre-tax earnings and contribute these deduction to a

state-managed Roth IRA on behalf of their employees. An appealing feature of this plan

design is that the Roth designation of auto-IRA accounts ensures that a substantial por-

tion of individuals’ account balances may be withdrawn without penalty. This liquidity

allows auto-IRA accounts to function both as a liquid savings account and a retirement

savings plan. Generally, the state entity which manages the auto-IRA program automati-

cally invests the first $1,000 of contributions into a money market fund. After that point,

all contributions are automatically invested in an appropriate target date fund congruent

with the employee’s age (Chalmers et al., 2021). If the employee reaches yearly contri-

butions equal to the statutory maximum in a Roth IRA, contributions are automatically

and immediately halted.9 While nearly all firms which do not offer a qualified ESRP are

technically required to enroll their employees in their state’s auto-IRA program, many

states halted penalties for non-compliance in the time period which I study.10

Additionally, many states’ programs feature automatic escalation features. In Oregon,

for example, an employee’s automatic deductions increase by one percentage point at the

beginning of each new calendar year if the employee made a contribution between January

1st and June 31st of the previous year (Oregon Retirement Savings Board, 2023). These

one percentage point escalations continue until the employee is automatically contribut-

ing 10% of their pre-tax earnings. Individuals enrolled in an auto-IRA may opt-out of

regular contributions, alter the rate at which they make contributions from their salary,

or initiate withdrawals from their account online or by phone at any time. Additionally,

individuals may contribute to multiple retirement accounts at a time—including those

not administered by their state’s auto-IRA program or ESRPs administered by other

employers—so long as their cumulative yearly contributions be less than the statutory

maximum. Due to their Roth designation, individuals may withdraw their contributions

to auto-IRA accounts penalty- and tax-free at any time, and if an individual is 59.5 years

or older, they may also withdraw the earnings within their Roth IRA penalty- and tax-

free. If an individual takes withdrawals from their Roth IRA before they have reached

the age of 59.5 years, they must pay appropriate taxes and a 10% penalty only on the

earnings accrued in the account.11 Additionally, any capital gains or dividend earnings

from funds held in a Roth account, which would otherwise represent taxable events in a

9This statutory maximum for contributions to an IRA before phase out was $5,500 per year between
2014 and 2018 and $6,000 per year between 2019 and 2022 (Internal Revenue Service, 2022).

10e.g., “Oregon’s State-Mandated Retirement Program Hasn’t Seen a Smooth Rollout”, Lillian
Karabaic, 08-05-2023, Oregon Public Broadcasting.

11Numerous exceptions exist to the additional 10% penalty with many of the exceptions depending
on if the account has been held for greater than or fewer than five years. See Internal Revenue Service
(2023) for a discussion of the exceptions to early withdrawal penalties.
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taxable account, are not taxed so long as those earnings remain in the Roth IRA.12

A.2 Differences Between Auto-IRAs and Auto-ESRPs

The retirement nudge induced by auto-IRA programs is superficially similar to that of

auto-ESRPs. For example, enrolled employees must opt out of regular contributions as

opposed to opting in, automatic contributions follow a preset path if employees do not

take any action, and contributions are automatically invested in appropriate target date

funds (Oregon Retirement Savings Board, 2023; Illinois Retirement Savings Board, 2023).

But auto-IRAs differ from auto-ESRPs in five key ways.13

1. State governments disallow discretionary employer matching rates in auto-IRAs,

while they are often a key feature of auto-ESRPs.

2. Payroll deductions are typically automatically deposited in a Roth account with

auto-IRAs but a traditional account with auto-ESRPs.

3. Employees may access an IRA even if they opt-out of their state’s auto-IRA program

while they may only save in ESRP accounts through their employer.

4. Auto-IRA policies always affect all employees at a firm but auto-ESRPs often im-

pact new and existing employees differently.

5. ESRPs without automatic enrollment feature many quasi-automatic features such

as automated regular contributions and nudges to invest funds in target date funds.

Differences 1 and 2 imply that the payroll deductions associated with auto-IRAs involve

a trade off between contemporaneous consumption and present retirement contributions

which is closer to one-to-one than payroll deductions associated with auto-ESRPs. Discre-

tionary employer matching rates directly increase contemporaneous compensation, and,

since contributions to a traditional account are pre-tax, the traditional 401(k) contribu-

tions typical in auto-ESRPs may alter their savings choices of affected individuals should

they respond to superficial account balances.14 Meanwhile, difference 3 underscores that

auto-IRAs do not expand the tax-advantaged retirement savings space to which an indi-

vidual has access. With difference 4, there may exist between-employee but within-firm

information spillovers with auto-ESRP polices. In particular, new employees who are

automatically enrolled in the firm’s ESRP may influence their non-enrolled colleagues

to begin or increase their ESRP contributions. Because auto-IRA programs impact all

employees at a treated firm simultaneously, these information spillover concerns are less

substantial.

12This unique tax treatment of dividends and capital gains earnings means that—–despite the 10%
early withdrawal penalty—–it is possible for funds contributed to a Roth IRA to be more liquid than
funds contributed to a taxable account. See appendix A.3 for an exploration of this possibility.

13Refer to Oregon Retirement Savings Board (2023) and Illinois Retirement Savings Board (2023)
additional detail on the features of auto-IRAs and Derby, Mackie and Mortenson (2023) for additional
detail on the features of auto-ESRPs.

14Because one must pay income tax on traditional retirement contributions when taking withdrawals,
there does exist an equivalence between traditional and Roth contributions with respect to future con-
sumption. But I argue here that the choice architecture which savers face may be altered by the elevated
superficial account balance involved in traditional accounts.
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Finally, difference 5 is potentially the most important for my analysis. Typically, even

without automatic enrollment, defined contribution ESRPs allow employees to set au-

tomated regular contributions into a chosen asset allocation from a very limited set of

diversified funds. Meanwhile, to save in an IRA without an auto-IRA feature, individuals

typically must select a brokerage; organize their retirement contributions in a legal man-

ner given their income and Securities and Exchange Commission (“SEC”) regulations;

construct an asset allocation from the universe of publicly traded assets; directly purchase

those assets; and actively manage dividends, capital gains distributions, and changes in

their asset allocation. The distinct savings processes between ESRPs and IRAs suggest

that the IRA savings pathway requires substantially more effort and active decisionmak-

ing without automatic features. By automatically investing regular contributions into

an age-appropriate target date fund, auto-IRAs provide many of the ease-of-use services

which ESRPs provide, even without an automatic enrollment feature. When estimating

the treatment effect of auto-ESRPs on retirement contributions, one is explicitly com-

paring automatically enrolled individuals to non-automatically enrolled individuals still

receiving substantial aid in organizing their retirement portfolio through the ESRP. This

research design provides insight into the effect of automatic enrollment alone on the ac-

cumulation of retirement savings, but potentially understates the effect of the retirement

savings nudge on individuals without existing employer retirement benefits. Taking these

five differences together, auto-IRA programs represent a savings nudge where the opt

out decision which employees face is not complicated by discretionary employer match-

ing rates, other associated changes in total contemporaneous after-tax earnings, changes

in permitted tax-advantaged retirement contributions, information spillovers, or quasi-

automatic features. Because of these differences, the auto-IRA savings nudge is larger

than that of auto-ESRPs, and the auto-IRA environment provides a unique perspective

on the efficacy of nudging policies.

A.3 Additional Details on the Tax Treatment of Roth IRAs

In this subsection, I demonstrate how the unique tax treatment of Roth IRAs impacts

their liquidity properties. In particular, I compare the liquidity properties of early with-

drawals a Roth IRA to the liquidity properties of funds withdrawn from a taxable ac-

count.15 In general, one may withdraw contributions from either a Roth IRA or taxable

account without paying any taxes or penalties. In taxable accounts, capital gains, divi-

dends, other other earnings are subject to income tax or capital gains tax. Meanwhile, in

Roth IRAs, any capital gains, dividends, or other earnings withdrawn early are subject

to the same taxes in addition to a 10% penalty. One unique feature of Roth IRAs is that

dividend or forced capital gains distributions (“inside gains”) do not represent taxable

events so long as the the funds remain in the Roth IRA. Conversely, these forced distribu-

tions do represent taxable events in a taxable account. Consequently, early withdrawals

from a Roth IRA may be less liquid than a taxable account due to the 10% penalty or

more liquid due because the inside gains are not taxed.

15This analysis only considers early withdrawals from Roth accounts since Roth accounts clearly per-
form better with respect to withdrawals after a saver reaches 59.5 years of age. I also ignore the distinction
between the capital gains tax rate and regular income marginal tax rate in this demonstration.
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Consider an saver who makes 𝑥 contributions to a Roth IRA in period 0 and, likewise,

𝑥 contributions to a taxable account in period 0. Contributions in each account grow at

a before-tax rate of 1 + 𝑟, with 𝑟 ∈ (0, 1), each period. Additionally, in each period, a

fraction of earnings, 𝑝 ∈ [0, 1], represent inside gains and a fraction of earnings, 1−𝑝, are

not inside gains (“outside gains”). Inside gains face taxes each period at a rate of 𝜏 , and

outside gains face taxes at a rate of 𝜏 only when withdrawn. After 𝑛 periods, the saver

may access the following in liquid funds from each account.

Taxable Account Liquid Savings = 𝑥

[︂
1 + (1− 𝜏)

(︁(︀
(1 + 𝑟)− 𝜏𝑝𝑟

)︀𝑛 − 1
)︁]︂

Roth IRA Liquid Savings = 𝑥

[︂
1 + 0.9(1− 𝜏)

(︁(︀
1 + 𝑟

)︀𝑛 − 1
)︁]︂

Here, it is ambiguous which account provides greater liquidity, with the Roth account

generally providing greater liquidity as 𝑝 −→ 1 and the taxable account, more liquidity as

𝑝 −→ 0.16 Effectively, the Roth IRA account provides a greater return due to inside gains

not being taxed, but the taxable account does not include an early withdrawal penalty.

With reasonable parameterizations, the available liquid savings in each account remain

very close to one another. For example, even with the parameterization 𝜏 = 0.2, 𝑟 = 0.1,

and 𝑝 = 0.4—–which definitively favors taxable savings from a liquidity perspective—–

the Roth IRA still yields 95% of the liquid savings of the taxable account after 10 years

and 93% after 20 years. This demonstration shows that Roth IRAs are at least nearly as

liquid as, and potentially more liquid than, taxable savings accounts even when imposing

that the saver pays the maximum possible early withdrawal fees.

A.4 Rollout of State Auto-IRA Programs

An important feature of auto-IRA savings program is their broad reach. Upon imple-

mentation, they impact ever private sector worker not covered by a qualified ESRP and

employed in the state of interest. On average, this is approximately 40% of private sector

employees in any given state. As of November 2023, 9 states have implemented auto-IRA

programs which are at least in their pilot stage and 6 additional states are in the process

of developing their own auto-IRA programs. Figure A.1 shows the nationwide rollout of

auto-IRAs.

Within each of these states, auto-IRA rollout has occurred gradually with only the largest

firms being initially required to enroll their employees in their state’s program and smaller

firms later facing requirements to enroll their employees. Still, smaller firms may elect

to enroll their employees at any time, and any firm may not comply with their state’s

auto-IRA policy—and not facilitate automatic payroll deductions—at the risk of paying a

penalty. Importantly, as of November 2023, most states have not actually imposed penal-

16Importantly, some assets, such as money market holdings provide earnings only through forced
distributions and would involve a value of 𝑝 equal to 1. Elsewhere, some equity positions may involve
no forced taxable distributions implying a value of 𝑝 equal to zero.
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Figure A.1: Rollout of State Auto-IRA Programs by State

No Auto−IRA
Voluntary
Development
Pilot
Active

Notes: In order from earliest to most recent, Oregon, Illinois, California, Connecticut, Maryland, Col-
orado, and Virginia have active auto-IRA programs (in dark blue). Meanwhile, Maine, and Delaware have
programs in their pilot stages (in light blue). Additionally, Hawaii, Minnesota, Nevada, New Jersey, New
York, and Vermont in the process of developing their own programs (in green). Finally, Massachusetts,
New Mexico, and Washington have voluntary marketplace plans (in purple). See Georgetown University
Center for Retirement Initiates (2023) for additional detail.

ties on firms which do not comply with their state’s program.17 A common lesson from

auto-IRA rollout in early adopting states, which later adopting states have implemented,

is that auto-IRA programs do not require gradual rollouts, but may be implemented

more aggressively (Georgetown University Center for Retirement Initiates, 2023). Conse-

quently, later adopting states, such as California, Maryland, and Virginia, have selected

more aggressive program rollouts (Georgetown University Center for Retirement Initiates,

2023).

Appendix B Data Appendix

B.1 Additional Data Restrictions

In my data, while I do observe yearly, firm-specific earnings for each individual in my

data, I do not observe the length and timing of employment stints Therefore, I cannot

measure any individual’s average wage or labor supply in any given year. Consequently,

to improve between-individual comparisons, I restrict my data so that I include only

single-firm employed individual-year observations. This restriction amounts to removing

from my data all individuals who work for multiple firms in a given year. Additionally,

so that I only examine working-age individuals, and not retirees or very young workers, I

17e.g. “Oregon’s State-Mandated Retirement Program Hasn’t Seen a Smooth Rollout”, Lillian
Karabaic, 08-05-2023, Oregon Public Broadcasting.
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remove all employees older than 59 or younger than 20 from my data.18 I also incorporate

known parent-subsidiary relationships so that I measure the boundary of the firm as the

parent entity which files an entity-level tax return.19

I analyze the population of Form 5500 filings in each year to identify firms which offer a

qualified ESRP to their employees that disqualifies them from auto-IRA enrollment.20 I

remove the employees of all firm-year observations between 2014 and 2022 which offered

a qualified ESRP in that year from the data. Finally, I calculate retirement contribution

rates in each panel as the sum of traditional IRA and Roth IRA contributions all divided

the employee’s total wage earnings in that year.

B.2 Summary Statistics

Table B.1: Summary Statistics for Baseline Data

2014-2015 2016-2017 2018-2019 2020-2021 2022
Observations 15,259,753 15,879,433 14,951,661 15,118,641 7,346,713
Firms 193,937 194,018 188,491 173,529 83,128

% Male 53.2% 53.1% 53.3% 52.9% 53.0%
% Saving in IRAs 2.12% 2.27% 2.40% 2.89% 2.91%
% > 0 IRA FMV 21.83% 22.41% 18.99% 21.60% 23.76%
% Maximizing IRA 2.24% 2.56% 2.46% 3.41% 3.47%

Mean Wages $92,800 $94,000 $94,000 $97,600 $97,700
Median Wages $57,200 $57,500 $57,200 $58,800 $60,300
Mean Age 39.2 39.1 39.1 39.4 39.7
Mean IRA Saving (Rate) 0.41% 0.41% 0.39% 0.53% 0.47%
Mean IRA Saving (Gross) $282.8 $281.8 $271.2 $345.8 $313.4
Mean IRA Withdrawals (Gross) $425.5 $386.8 $365.8 $413.3 $351.0
Median IRA FMV $36,900 $35,700 $27,700 $25,300 $15,800

Notes: Data includes all California, Connecticut, Illinois, Maryland, and Oregon employed individuals in each year who
(1) are not covered by a qualified ESRP, (2) only work for one firm in each year, (3) earn at least $5,000 in 2022 wages,
and (4) are between 20 and 59 years of age. I represent all dollar values in 2022 dollars using a PCE deflator. All
reported information acquired from the IRS’ compliance data warehouse. FMV refers to the retirement account’s fair
market value drawn from form 5498. “FMV” refers to the fair market value reported on form 5498. All median values are
calculated using a set of 100 observations near the 50th percentile and rounded to the nearest $100 increment.

Table B.1 presents summary statistics related to the baseline data. The table shows that

the population which I examine is relatively young, low-income, and low-saving. While

the mean wage in this population is relatively high—between $92,000 and $98,000—

the individuals included in my data, who do not have access to employer retirement

benefits, are relatively low income within their states. In fact, the average wage among

all California, Connecticut, Illinois, Maryland, and Oregon employees, including those

with access to employer retirement benefits, is over $105,000.

The population I study does not have contemporaneous access to employer retirement

benefits, implying that the bulk of their tax-advantaged retirement saving must be done

18This filter ensures that I primarily analyze individuals at similar stages in their life-cycle who possess
an incentive to save for retirement rather than draw down their accumulated savings.

19See Joint Committee on Taxation (2022) for a methodological explanation of this linking procedure.
20These qualified ESRPs include plans covered under Internal Revenue Code sections 401(a) (including

a 401(k) plan), 403(a), 403(b), 408(k), 408(p), or 457(b). OregonSaves do not consider payroll deduction
IRAs to be qualified ESRPs.
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through IRAs.21 Consequently, the IRA saving rate reflects a majority of their tax-

advantaged retirement saving. I observe very low baseline saving rates in the population

I study, with the mean IRA saving rate being between 0.39% and 0.53% and more than

97% of observed individuals not participating in IRA saving. While very few individuals

save contemporaneously, many more possess positive IRA balances (19%-23%).

B.3 Calculating Default Rates

For each individual in my data, I observe if they are treated by their state’s auto-IRA

program, and I observe the number of years in which they have been treated. For treated

individuals in some states, the exact default rate which the individual faces is unknown,

and I observe only that their default rate is one of two options. For these individuals

with unknown default rates, I simulate the default rate which they face by the follow

methodology.

Consider a set of individuals who either faces a 5% or 6% default rate. Density estimates

of their savings rates may look like the following with the dashed black line being the

control density and the solid black line being the treated density.

Figure B.1: Regions for Default Rate Calculation

I use the labeled areas, {𝐴,𝐵,𝐶,𝐷} to predict the default rate which individuals face.

In particular, for individuals near the 5% default rate (near the red and blue regions), I

21Certain bond holdings, certain annuities, and health savings accounts also receive tax benefits from
the IRS.
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calculate the probability that those individuals face a default rate of 5% as:

𝑃 (𝑔𝑖,𝑡 = 5%|near 5%) =
𝐴

𝐴+𝐵
+

(︃
𝐵

𝐴+𝐵
*

𝐴
𝐴+𝐵

𝐴
𝐴+𝐵

+ 𝐶
𝐶+𝐷

)︃

The expression uses the relative magnitude of bunching behavior to calculate probability

distributions over each individual’s default rate. Additionally, if an individual saves near

the 6% default rate, I calculate the probability that those individuals face a default rate

of 5% as:

𝑃 (𝑔𝑖,𝑡 = 5%|near 6%) = 1−

[︃
𝐶

𝐶 +𝐷
+

(︃
𝐷

𝐶 +𝐷
*

𝐶
𝐶+𝐷

𝐴
𝐴+𝐵

+ 𝐶
𝐶+𝐷

)︃]︃

Finally, for individuals not saving near the default rates, the probability that they face a

default rate of 5% is given by the following.

𝑃 (𝑔𝑖,𝑡 = 5%|not near 5% or 6%) =
𝐴

𝐴+𝐵
𝐴

𝐴+𝐵
+ 𝐶

𝐶+𝐷

I then calculate the probability that an individual faces a default rate of 6% using the

expression 𝑃 (𝑔𝑖,𝑡 = 6%| . . . ) + 𝑃 (𝑔𝑖,𝑡 = 5%| . . . ) = 1.

Appendix C Empirical Analysis Appendix

C.1 Econometric Contribution

My econometric model represents an additional, methodological contribution. I adapt

and extend a three-way fixed effects model from research examining the firm components

of wage determination (e.g., Abowd, Kramarz and Margolis (1999), Card, Heining and

Kline (2013), and Song et al. (2019)). In developing my econometric methodology, I

outline the identifying assumptions required for a causal interpretation of the parameter

estimates and present evidence supporting the plausibility of those identifying assump-

tions. The policy environment which I examine includes two levels of treatment selection

endogeneity—firms endogenously enrolling in their state’s auto-IRA program and indi-

viduals endogenously choosing to work for enrolled or non-enrolled firms.

This econometric model represents a useful methodology for addressing this treatment

selection endogeneity, and can be applied to other policy environments featuring similar

multi-level treatment selection endogeneity in cases where sufficient data is available. I

compare results from the three-way fixed effects econometric approach to a more well-

understood difference-in-differences approach, showing that the three-way fixed effect ap-

proach generates results aligning well with those of the difference-in-differences approach

while effectively controlling for changing workforce compositions at treated firms.

28



C.2 Identification

C.2.1 Conditional Parallel Trends

Figure C.1 examines the parallel trends assumptions for each of the research designs

described above. Included in the parallel trends assumption is the condition that the av-

erage difference in workforce composition with respect to retirement savings rates between

treated and non-treated firms is constant over time. Each series measures the normalized

saving rate relative to control of treated individuals by treatment year. Values close to

zero represent small deviations in trend from the control group, while values far from

zero represent large deviations. As described in section 2.2, I bin all treatment years into

a single measurement in accordance with disclosure principles.

Figure C.1: Parallel Trends Assumption between Two Research Designs
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Notes: Figure presents the conditional means of the retirement saving rates of treated individuals relative to a control
group and a base year. Each point represents the difference between the retirement saving rate of individuals treated by
their state’s auto-IRA program and individuals not treated by their state’s program. I separately graph these values by
year relative to treatment, which occurs in year 𝑠, and I normalize the value in treatment year 𝑠− 1 to be 0. Values close
to zero represent no deviation from the trend of the control group. The series of blue circles represents retirement saving
rates which are demeaned by individual—as used by the three-way fixed effects model—while the series of green squares
represents raw retirement saving rates—as used by the between-firm event study. I exclude the inclusion of confidence
intervals because they are near zero.

In the between-firm event study, analysis of pre-trends (the series of green squares) calls

into question the parallel trends assumption. Additionally, auto-IRA treatment could

alter workforce compositions at treated firms by incentivizing high- or low-saving in-

dividuals to switch their employment to treated firms, potentially biasing this analy-

sis. Controlling for individual fixed effects (i.e., workforce composition), as done in the

three-way fixed effects model, generates pre-trends which support the parallel trends as-

sumption more strongly and eliminate concerns that auto-IRA enrollment may change

the workforce compositions of treated firms (the series of blue circles). In exchange,
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the three-way fixed effects model requires an additional assumption on the structure of

job mobility, that job mobility is as-good-as random with respect to retirement saving

conditional on covariates.

C.2.2 Conditional Random Mobility

Consistent identification of the three-way fixed effects model (Eq. 3) requires an assump-

tion of conditional random mobility, that job mobility concerning retirement savings is

random given covariates. For the purposes of estimation, the conditional random mobil-

ity assumption states that the three-way fixed effects model can separate individual and

firm fixed effects in a consistent manner, facilitating proper conditioning on individual

fixed effects. In this section, I explore the conditional random mobility assumption in

greater detail.

Because the estimated firm effects, 𝜓𝐽(𝑖,𝑡),2 in equation 3, capture any systematic differ-

ences in the retirement contribution rates of movers before and after the job move, I must

assume that, conditional on worker and firm characteristics, job moves do not depend sys-

tematically on other characteristics. That is, conditional on covariates, workers’ decision

to switch firms and the firm which they choose to switch to is as-good-as random with

respect to retirement saving. This conditional random mobility assumption ensures that

the firm fixed effects may be estimated in a consistent and unbiased manner. Consider a

decomposition of the time-variant and match dependent firm component for any firm 𝑗,

𝜓𝑖,𝑗,𝑡, into component terms using a random effects approach.

𝜓𝑖,𝑗,𝑡 = 𝜓𝑗 +𝑚𝑖,𝑗 + 𝜈𝑗,𝑡 E [𝑚𝑖,𝑗] = 0 , E [𝜈𝑗,𝑡] = 0

Here, 𝜓𝑖,𝑗,𝑡 is the total firm effect which includes any worker-firm match effects or tran-

sitory shocks. 𝜓𝑗 is the time-invariant firm effect in equation 3 which is orthogonal to

worker-firm match effects and transitory shocks. 𝑚𝑖,𝑗 represents the effect of the worker-

firm match on the worker’s retirement savings rate. Finally, 𝜈𝑗,𝑡 is a transitory shock to

the firm’s fixed effect. I assume that the unconditional expectations, E[𝑚𝑖,𝑗] and E[𝜈𝑗,𝑡],

equal zero.22 The conditional random mobility assumption then says that:

E [𝑚𝑖,𝑗 | 𝑗 = 𝐽(𝑖, 𝑡), 𝜃𝑖, 𝛿𝑡, 𝐴𝑖,𝑡, 𝑤𝑖,𝑡] = 0 E [𝜈𝑗,𝑡 | 𝑗 = 𝐽(𝑖, 𝑡), 𝜃𝑖, 𝛿𝑡, 𝐴𝑖,𝑡, 𝑤𝑖,𝑡] = 0

That is, the conditional random mobility assumption states that the worker-firm match

component, 𝑚𝑖,𝐽(𝑖,𝑡), and the transitory shock to firm fixed effects, 𝜈𝐽(𝑖,𝑡),𝑡, given the

worker’s choice of firm are zero in expectation conditional on covariates. Importantly,

while past research using analogous three-way error-components models examines wage

earnings as an outcome variable and must investigate conditional random mobility with

respect to wage earnings, I control for wage-related worker-firm match effects and tran-

sitory shocks to wage earnings in the term 𝑤𝑖,𝑡𝛽 in equation 3. Therefore, workers must

disproportionately sort to firms at which 𝑚𝑖,𝑗 or 𝜈𝑗,𝑡 are high or low in a manner which is

orthogonal to their wage earnings for the conditional random mobility assumption to be

22One may consider the match-dependent worker-firm matches and transitory shocks, 𝑚𝑖,𝐽(𝑖,𝑡) and
𝜈𝐽(𝑖,𝑡),𝑡, to be included in the composite error term, 𝜀𝑖,𝑡, in equation 3.
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violated. I conjecture that wage earnings play a preeminent role in job-switching deci-

sions, and I analyze job switching behavior conditional on the primary factor driving job

switching decisions: wage earnings. This feature of my model provides additional plau-

sibility to the conditional random mobility assumption in my context. To additionally

examine the conditional random mobility assumption, I provide several pieces of corre-

sponding evidence here. These include event studies on the effect of worker mobility, the

value-added of allowing for worker-firm match effects, and the properties of the estimated

residuals. While there exists evidence suggesting that the conditional random mobility

assumption is a plausible on in my context, I am unable to guarantee that the assumption

is not violated, and threats to identification remain.

An important diagnostic in the AKM framework assesses the ability of the framework

to explain earnings changes as workers switch firms (Song et al., 2019). If the model is

correctly specified and the conditional random mobility assumption holds, on average,

workers switching firms should experience earnings changes corresponding to the differ-

ence between the estimated firm fixed effects. Therefore, I use my data to perform an

event-study analysis on the effect of job mobility on retirement contribution rates. This

analysis resembles that done by Card, Heining and Kline (2013) and Song et al. (2019)

using earnings. In particular, I divide firms into three employment-weighted quantiles

based on their firm fixed effects so that firms in the first quantile possess firm fixed effects

in the lowest third; firms in the second quantile, the middle third; and firms in the third

quantile, the top third. I then calculate the average change in the retirement savings rate

for individuals from each type of quantile movement.23 The specification of the model

and conditional random mobility then predicts that an employee moving from a bottom

third firm to a top third firm should experience a change in their retirement contribution

rate which is equal to the difference between the firm’s fixed effects, and workers moving

from a top third firm to a bottom third firm should experience a symmetric change which

is equal in magnitude and opposite in sign.

Figure C.2 analyzes symmetry for employees using raw changes (panel C.2a) and changes

predicted from firm fixed effects (panel C.2b). In general, job switchers display a high

degree of symmetry when switching firms. For example, individuals moving from firms

in the first quantile to the third experience an average increase in their retirement saving

rate of 1 percentage point while individuals moving from firms in the third quantile

to the first quantile experience an average decrease in their retirement contribution of

1.1 percentage points. Under the conditional random mobility assumption, I expect

these values to be similar in magnitude and opposite in sign, as they appear to be.

Additionally, the average change in the retirement contribution rate from firm switching

tends to be similar to the predicted change, which are based solely on the firm fixed effects.

In particular, there exists little systematic disparity between the observed changes and

predicted changes. If the conditional random mobility assumption were to be violated,

and workers systematically switch jobs to firms with higher-than-average match effects

or transitory shocks, I would expect to observe raw changes in panel C.2a which are

systematically larger than the predicted changes in panel C.2b. This figure reinforces my

23The possible quantile movements are given by the set {1, 2, 3}×{1, 2, 3}, with the first set representing
the firm fixed effect quantile of the workers original firm and the second set representing the firm fixed
effect quantile of the firm which the worker moves to.
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Figure C.2: Firm Switching Symmetry in Retirement Contribution Rates
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(a) Raw Changes
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(b) Changes Predicted by Firm FEs

Notes: Figures display average changes in retirement savings rates induced by individuals moving firms. From left to right,
each grouping of bars represents individuals who begin in the lowest, middle, or highest quantile of firm fixed effects. Bars
in blue involve individuals moving to a firm in the bottom quantile, green the middle quantile, and purple the top quantile.
Panel C.2a displays the average change in the retirement savings rate for each type of firm movement. Panel C.2b displays
the predicted change in the retirement savings rate based on firm fixed effects.

chosen specification of the econometric model in equation 3 and adds plausibility to the

identifying assumption of conditional random mobility.

C.3 Robustness Check of Differential Treatment Timing

Importantly, approaching my model from the perspective of the DiD literature, there is

variation in the treatment timing of auto-IRA implementation (i.e., “staggered rollout”).

A recent literature examines DiD estimators in environments which feature staggered

rollout (e.g. Callaway and Sant’Anna (2021) and Sun and Abraham (2021)). I examine

the possibility that differential treatment timing contaminates my econometric analysis

in this section and find no evidence that differential treatment timing biases my results.
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